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Construction in a Simulated Environment Using 

Temporal Goal Sequencing and Reinforcement 

Learning

Anand Panangadan1, Michael G. Dyer2

1Saban Research Institute, Childrens Hospital of Los Angeles
2Computer Science Department, University of California Los Angeles

A behavior-based architecture (ConAg) with a connectionist action selection mechanism is introduced
that enables a society of autonomous agents to construct arbitrary structures in their simulated two-

dimensional world. Construction in this environment involves the agents picking up colored discs and

dropping them at incomplete parts of the structure being built.
The ConAg architecture provides both reactive behaviors which are used to maintain the viability

of the agent and navigational planning behaviors that are used for construction. The action selection

mechanism enables learning the sequence of behaviors required for construction by reinforcement
learning. The navigational planning behaviors use a grid-based representation of the world. The

shape of the structure to be built is also encoded on an internal spatial map. Path planning is imple-

mented by spreading activations on sets of grid-based maps so that the agents perform the construc-
tion task efficiently. Construction of arbitrary structures is supported by temporal sequencing of goals.

We present simulation results that demonstrate the performance of the architecture and algorithms.

Keywords construction · reinforcement learning · spatial map · spreading activation

1 Introduction

As robot technology improves in the future, robots will
be expected to exist autonomously and provide serv-
ices that are useful to man. Construction and repair of
physical structures will be one of the most important of
such tasks. Artificial systems that can construct large-
scale structures in the real world do not exist yet. How-
ever, ants (and other social insects) build complex struc-
tures, though each ant only has limited perception and
there is no centralized control structure. Moreover, the
behaviors exhibited by these creatures have useful
qualities such as being robust to unexpected changes to

the structures being built and to failures of individual
insects (Bonabeau, Theraulaz, Deneubourg, Aron, &
Camazine, 1997; Bonabeau et al., 1998).

Researchers have used some of the features of these
natural systems for designing construction mecha-
nisms in simulated 2- and 3-dimensional environ-
ments (Bonabeau, Guerin, Snyers, Kuntz, & Theraulaz,
2000; Theraulaz & Bonabeau, 1995a). These systems
are predominantly reactive, that is, the individual
agents behave by following fixed rules that depend
only on a limited view of the structure being built. For
instance, agents can only see the contents of their
neighboring cells in a grid world. The shapes of the
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structures in these simulated environments correspond
to those built by insects such as pillars and walls (Bon-
abeau et al., 1998). Researchers have also used this
approach for construction in the physical world using
robots with limited sensory capabilities (Jones &
Mataric, 2003; Stewart & Russell, 2006; Werfel, 2004;
Werfel, Bar-Yam, Rus, & Nagpal, 2006). The chief
issue in these works is determining a set of reactive
rules which on repeated application will lead to the
agents/robots arranging objects in the environment to a
desired shape.

However, restricting agents to being reactive
causes some significant drawbacks in the resulting con-
struction mechanism. When construction relies only on
immediate sensory feedback it is not clear what indi-
vidual behaviors will collectively lead to a particular
structure. This makes it difficult to design a group of
agents for arbitrary structures. Moreover, structures
built using only local rules are sensitive to the initial
layout of the environment and the number of agents
themselves (Deneubourg, Theraulaz, & Beckers, 1992;
Therauluz & Bonabeau, 1995a). Also, learning in such
systems is not effective because behaviors learned
while building one structure may not be applicable to
others. Greedy heuristics that are used in stigmergetic
systems lead to good solutions only for certain prob-
lems such as collectively finding shortest paths in an
ant colony (Dorigo, Maniezzo, & Colorni, 1996). In the
case of construction, a greedy approach leads to ineffi-
cient construction for certain shapes. For instance, if
the desired shape consists of a structure enclosed
within another, then building the outer structure first
will block access to the inner structure.

Our hypothesis is that providing agents with an
explicit spatial representation leads to a construction
mechanism that alleviates these drawbacks and hence
has significant advantages over purely behavior-based
approaches. In this article we present the ConAg (for
Construction Agent) series of architectures. We will
show that implementation of this architecture enables
a group of autonomous agents to construct arbitrarily
shaped structures in an artificial 2-dimensional (2-D)
world. We will also describe how this architecture
facilitates learning of construction behaviors and path
planning for efficiently completing the construction
task.

The ConAg architecture is behavior based with
connectionist action selection and is coupled with an
internal spatial representation. The environment con-

tains only colored discs. Agents can move in this envi-
ronment and sense discs around them. They can grab
and drop a disc, and carry the disc as they move. Con-
struction in this environment thus involves arranging
these discs to form a specific 2-D pattern (also referred
to as structures or configurations). An example is shown
in Figure 1. Although highly abstracted from the real
world, the sensors and effectors on the simulated
“robots” (called agents) resemble those found in cur-
rent physical robots. The internal spatial representation
is grid based and also stores a blueprint of the structure
to be built. This blueprint is a bird’s-eye view of the
structure to be built and it is easy for a human to
describe the structure in the form required by the
agent (compared with the case where a procedural
description of building the structure has to provided).
Moreover, any arbitrary 2-D shape can be specified.
The advantage of separating the structure representa-
tion from agent behaviors is that behaviors learned
while building one kind of structure can be reused to
build other structures by just changing the blueprint
provided to the agent. The connectionist action selec-
tion mechanism enables the agent to learn the sequence
of construction steps by imitating a “teacher” agent and
also to learn correlations between behaviors. We
implemented path planning on the spatial maps using
the biologically inspired method of spreading activa-
tions. In this approach, goal locations receive highest
activation which is then spread to neighboring nodes
(except those representing obstacle locations). The
shortest path to a goal location is determined by fol-
lowing the local gradient at a node. This method is
also utilized in other computing areas inspired by nat-

Figure 1 Two agents build three “walls” from the two
clusters of discs to the left of the walls. The sensor range
is not long enough for the agent at the right to sense the
two sources of bricks. The agent at the left is close
enough to a brick to pick it up.
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ural systems such as ant colony optimization (Deneu-
bourg et al., 1991; Dorigo et al., 1996). Spreading
activation is attractive from an implementation stand-
point as the algorithm can be executed in parallel. We
have also developed an algorithm that utilizes the spa-
tial maps and the blueprint of the structure to be built
to plan an efficient order of moving objects, that is,
objects should not impede paths to objects that are yet
to be moved. The algorithm performs this computa-
tion by using spreading activation in a novel way
(multiple activations are spread simultaneously and
their interactions determine shortest paths).

We first describe existing approaches to robot
construction in Section 2. We then describe our simu-
lation environment in Section 3. Section 4 describes
the architecture of the agent and illustrates the use of
this architecture to perform a construction task. Sec-
tion 5 describes a reinforcement-learning procedure
that can learn sequences of navigational planning
behaviors. Section 6 describes a planning algorithm
that uses the spatial representation to determine the
order in which discs are to be moved in order to com-
plete the construction task efficiently. Each section
gives simulation results illustrating the performance
of the presented techniques and a discussion of these
results. The experiments are conducted in simulation
since it is difficult to study learning in physical sys-
tems because of the time it takes to complete a robot
trial.

2 Related Work

Researchers have invented mathematical models to
describe how purely local interactions between certain
social insects (e.g. wasps and ants) and their immedi-
ate environment result in the construction of large phys-
ical structures. These mathematical models abstract out
only the features most relevant to construction: the
movement abilities of insects, deposition and decay of
pheromones, and effects of wind (Bonabeau et al.,
1998; Ladley & Bullock, 2005). The ability of these
social insects to build and maintain physical structures
in their spatial environment has inspired researchers to
design artificial systems with similar capabilities in
simulation or with physical robots. Many of these arti-
ficial systems provide individual construction agents
with a predominantly reactive architecture with no
explicit spatial maps. Theraulaz and Bonabeau (1995a,

1995b) demonstrated a 3-D grid world where simu-
lated agents built structures that resembled those built
by wasps. The agents used only local stimulus–response
rules in their work. Bonabeau et al. (2000) provide fit-
ness functions that can be used to analyze the types of
structures that result from such local rules. They state
that there was an upper limit to the complexity of the
structures that resulted from this approach. In general,
one of the main challenges of this approach is that of
determining local behaviors that lead to the arrangement
of objects into a specific shape. Jones and Mataric
(2003) describe an algorithm that generates local rules
from the pattern of the structure to be built. In their
approach, the shape of the structure is utilized only dur-
ing the offline rule generation phase. Thus their system
cannot accommodate any subsequent changes in the
desired shape. Moreover, not all shapes can give rise to
a correct set of local rules for construction. Howsman,
O’Neil, and Craft (2004) describe construction in a
similar simulated grid world in 3-D. In that work, the
local rules were provided by the researchers. Werfel et
al. (2006) describe a construction task in a simulated
grid world containing entities similar to the construc-
tion agents and bricks described in our work. Their
work presented algorithms that generated local rules
that would lead to the arrangement of tiles into desired
2-D patterns. Unlike our work, the pattern shape was
used in the rule-building stage only and the rules were
dependent on relabeling of the tiles. A distinguishing
characteristic of construction using the local rules
approach from that of our internal spatial representa-
tion-based approach is that of efficiency of completing
the construction task. Agents relying on local rules
typically perform an explore action until a location
where one of the rules becomes applicable is found.
Thus, the structure may be completed in a less optimal
manner than if explicit path planning was used (as
illustrated by the example in Figure 13). If all of the
agent’s behaviors rely only on local sensor informa-
tion, then agents have to tag the environment in order
to keep track of the construction of a large structure.
Forms of tagging include painting discs (Crabbe &
Dyer, 1999) and assigning state variables to building
objects (Jones & Mataric, 2003). Modifying the envi-
ronment is required if parts of the structure to be built
cannot be distinguished from local sensor information
(perceptual aliasing). The use of a large internal spatial
representation in the ConAg architecture removes the
need for environment-marking behaviors in our con-
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struction agents. Theoretical studies of the complexity
of construction in 2-D environments using only local
rules are available in Adleman, Cheng, Goel, and
Huang (2001) and Rothemund and Winfree (2000).

Researchers have demonstrated physical systems
in which a robot can manipulate specially designed
objects. Wawerla, Sukhatme, and Mataric (2002) dem-
onstrated a real-world system where a robot with a
behavior-based controller could arrange colored cylin-
ders in a line. Stewart and Russell (2006) showed how
a distributed collection of robots could build even more
complex shapes by enabling one of the mobile robots
(the organizer) to provide a time-varying environmen-
tal cue (a gradient of light) to the other robots (build-
ers). Werfel (2004) demonstrated how a radio beacon
could provide the time-varying environmental cue that
robots use to coordinate their behaviors and lead to the
construction of complex shapes in a simulated 2-D
environment. Terada and Murata (2004) proposed the
use of regular hexahedrons with genderless and rotation
invariant connectors in every face as a building block.
These blocks could then be manipulated by an assem-
bler robot. Kotay, Rus, Vona, and McGray (1998) pro-
posed a design for a 3-D building block (named a
molecule) that is even capable of rotations around a
fixed axis. The molecule is capable of moving among
other similar units to form larger structures.

The construction task is related to that of self-
reconfiguration in modular robots (Castano, Behar, &
Will, 2002; Kotay & Rus, 1999). In reconfiguration,
the shape refers to that of the agent/robot itself and
possible configuration changes are limited by the
physical constraints of the robot body. Cellular robots
(CEBOTs) are composed of cells, each of which has
its own sensors and performs actions such as moving
and bending (Kawauchi, Inaba, & Fukuda, 1993). The
cells can communicate with one another and physi-
cally couple with other cells to perform different manip-
ulation tasks. CONRO robots are reconfigurable robots
that are composed of small, inter-connecting, homoge-
neous modules (Castano, Shen, & Will, 2000).

The simulation environment used in this work is
based on that introduced by Crabbe and Dyer (1999).
That work demonstrated a society of autonomous
agents that work together to build simple structures
such as walls and briar patches in a 2-D world con-
taining colored discs. The architecture of the agents in
that work is completely neural and the agents do not
maintain an internal model of the world. The lack of a

spatial representation causes small changes in the
environment to lead to significant changes in the
shape of the structure being built. Brooks, Maes,
Mataric, and Moore (1990) presented a society of sim-
ulated agents that jointly perform tasks such as dig-
ging trenches and collecting rocks which might be
useful in planetary base construction. The approach
used is inspired by insect colonies as the agents are
completely distributed and do not communicate with
each other.

Architectures have been proposed to enable a
robot or a small group of robots to manipulate their
environment in a limited form. The Control Architec-
ture for Multi-robot Planetary Outposts (CAMPOUT)
is a distributed architecture used to coordinate the
actions of two mobile robots that together carry a beam
over rough terrain (Pirjanian et al., 2000; Schenker
et al., 2000). CAMPOUT contains both a delibera-
tive component for task-level planning (higher level
actions) and a reactive component for executing lower
level behaviors that require close interactions between
sensors and motors. Mataric, Nilsson, and Simsarian
(1995) presented two autonomous robots that, with the
help of communication, push a box together toward a
goal region. Khatib (1999) described an architecture
that allows groups of mobile arm robots to interact
with each other or with a human to do construction or
building tasks. The main focus of these works is the
closely coupled coordination required between a small
number of agents. The effect of the agents’ actions on
the environment (such as where exactly a box has to
be pushed to) is not studied.

Architectures have also been proposed that facili-
tate learning of behavior sequences. The MAXSON-VI
architecture can learn sequences of goals through imi-
tation in an environment similar to that used in our
work (Crabbe & Dyer, 2000b). As in ConAg, a teacher
agent is already endowed with the ability to perform the
correct sequence. The sequence learning in MAXSON-
VI is one-shot, that is, one observable sequence of a
teacher is sufficient for the student to learn the appro-
priate response compared with the multiple training
instances required in ConAg. The PerAc (perception–
action) architecture (Gaussier & Zrehen, 1995) is a
neural architecture with an innate reflex system as in
the ConAg architecture. This architecture learns sen-
sory/motor associations by reinforcing links between
sensory input patterns and motor actions. The PerAc
architecture has been used for both landmark-based
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navigation (Gaussier, Joulain, Zrehen, Banquet, &
Revel, 1997) and for navigation by building a topo-
logical map (Revel, Gaussier, Lepretre, & Banquet,
1998). The Agent Network Architecture is a non-hier-
archical action selection mechanism—behaviors can
excite or inhibit other behaviors (Maes, 1990, 1991).
These links between behaviors can be learned by iden-
tifying dependencies between behaviors. A similar
approach has been used in the ConAg architecture to
enable learning of spatial and temporal correlations
(Panangadan & Dyer, 2002). The agent network archi-
tecture does not include a spatial representation. In
ConAg, the spatial maps do not directly specify the
direction in which the agent has to move—this is
determined by the action selection network. This sep-
aration between the spatial and goal representation
enables a ConAg agent to satisfy different goals at dif-
ferent times. Tyrrell (1993a, 1993b) has compared
action selection mechanisms in a simulated environ-
ment and has found that hierarchical action selection
outperforms flat mechanisms.

The ability of a distributed group of ants, each
with limited sensing, to discover efficient paths to
food sources has led to ant colony optimization meth-
ods to provide solutions for combinatorial optimiza-
tion problems such as the traveling salesman problem
(Dorigo et al., 1996) and the assignment problem (Gam-
bardella, Taillard, & Dorigo, 1999), and for other prob-
lems such as sorting (Deneubourg et al., 1991; Holland
& Melhuish, 1999) and network routing (Caro &
Dorigo, 1998). The main features of such groups that
make these tasks possible are positive feedback (good
solutions such as short paths are reinforced), distrib-
uted computation (prevents the group from settling too
quickly into a poor solution), and greedy heuristics
(which lead to acceptable solutions rapidly; Dorigo et
al., 1996). The collective laying of pheromone by ants
while searching for food can be considered as a form
of spreading activation: shorter paths are reinforced
with larger amounts of pheromone and the gradient of
pheromone gives a path leading to home. In our work,
we make use of spreading activation not only for path
planning to a goal but also for goal selection. The con-
cept of spreading activation for path planning has also
been used for routing in sensor networks (Intanagonwi-
wat, Govindan, & Estrin, 2000). The egocentric spatial
maps (ESMs) used in the ConAg architecture are sim-
ilar to concentric spatial maps (CSMs; Chao & Dyer,
1999; Lagoudakis, 1998). CSMs are egocentric maps

in which the neurons representing the space around
the agent are arranged in concentric circles.

3 Environment and Agents

We now describe the simulation environment which
we used to demonstrate the ConAg architecture. The
agents and the colored discs (shaded in printed copy)
exist in a simulated 2-D continuous world, similar to
that described by Crabbe and Dyer (2000a). The discs
represent objects that are relevant to an agent—food
(green), water (blue), and bricks (red). Agents are
equipped with distance sensors that enable them to
sense discs and agents. Distance sensors for each color
are distributed all around the agent (360° field of
vision). The sensors have a limited sensing range that
covers only a small portion of the environment around
them. Each agent also has a compass and this is used to
align all sensor readings in one global direction. Ran-
dom errors are added to the sensors. The mean error is
proportional to the distance of the object being sensed
(closer objects are sensed more accurately). Another
source of sensor error is the use of only a discrete
number of distance sensors—a sensor cannot distin-
guish the presence of more than one disc within its
field of vision and also cannot determine the exact
angle of a disc within this sector.

The “motors” on the agent enable it to move for-
ward and turn, through motor commands that consist
of the speed and the angle of a turn. The agents have
inertia and thus the motors cannot react instantane-
ously to motor commands. The distance moved by the
agent in each time step is obtained from the wheel
encoders and this odometry information is used to
maintain the spatial maps.

An agent has a gripper with which it can pick up a
brick located near its current position and carry the
brick as it moves. Since this work does not focus on
the low-level details of gripper positioning, it is
assumed that a gripper can grasp any brick that is within
a pre-specified range from the agent as a single action.
An agent can carry only one brick at a time. Bricks
carried by other agents are not visible. The agent can
drop the brick at its current location. One may imag-
ine that after grabbing a brick, the agent slides the
brick under its belly (making the brick invisible to
other agents) and therefore when the agent drops the
brick, it occupies the same position as that of the agent.
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We simulate the energy requirements of a physi-
cal entity by requiring that an agent has to “eat” and
“drink” periodically. These actions are accomplished
by touching food and water discs respectively. The
need for eating and drinking are triggered by two
motivations (hunger and thirst). In addition, there is an
avoid motivation that is always active to trigger colli-
sion-avoidance behaviors.

4 ConAg Architecture

The ConAg architecture is a behavior-based architec-
ture (Arkin, 1998). In such an architecture, every module,
called a behavior, directly accesses the sensory infor-
mation and produces a motor activation. These motor
activations are then sent to an action selection module
that generates a single motor activation that is sent to
the motors. Behavior-based architectures have been
widely used in physical robot implementations because
of their fast reaction times (each behavior performs a
simple computation on the sensor input) and robust-
ness (failure of a single behavior will not bring down
the robot completely; Brooks, 1986; Mataric, 1992).

The ConAg architecture uses a connectionist action
selection that implements a winner-take-all selection.
The behaviors are divided into two groups:

1. Sensory/Motor Behaviors: The sensory/motor mod-
ule generates motor actions to maintain the physi-
cal requirements of the agent (obstacle avoidance,
eating, drinking). These behaviors are reactive,
that is, the output of each behavior depends only
on the current sensory input.

2. Navigational Planning Behaviors: The naviga-
tional planning module builds and maintains a
spatial representation of the environment, learned
from the history of sensory inputs. These maps
are then used for both construction and self-pres-
ervation goals, by planning paths to locations of
bricks and food and water.

Since different behaviors have to be performed at
different stages of the construction task, the current
state of construction is encoded into Internal State
nodes and the activation on these state nodes regulates
the action selection. The block diagram of the archi-
tecture is shown in Figure 2 and the modules are
described in detail below.

4.1 Sensory/Motor Behaviors

The reactive behaviors available to the agent are
shown in Figure 3. These include Approach behaviors
that generate motor commands that take an agent to the
nearest disk of a particular color and Avoid behaviors
that move the agent away. There are also Eat and Drink
behaviors, and an Explore behavior. The Explore behav-
ior outputs a random motor action and does not depend
on sensor activations. Second-order links between moti-
vations and behaviors are used to excite or inhibit
behaviors. The Avoid motivation excites all the Avoid
behaviors for obstacle avoidance. The Hunger motiva-
tion excites the Approach-green behavior and inhibits
the Avoid-green behavior. This results in the agent mov-
ing toward green discs when it is hungry while the inhib-
itory link suppresses the green disc avoidance behavior.
There are no links to the Approach-red behavior from

Figure 2 Block diagram of the ConAg architecture.
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the motivations as this behavior is needed only during
construction and hence is regulated by the internal
state nodes (described later). The Explore behavior is
always excited and thus this behavior is the default
behavior if none of the other behaviors are active.

4.2 Navigational Planning Behaviors

To plan paths (taking into consideration regions of the
world that are out of sensor range) an internal repre-
sentation of the world is necessary. A representation
of space is also needed to compare the current layout
of the world with the pattern of the structure to be
built. Every agent uses egocentric spatial maps (ESM;
Chao & Dyer, 1999) to represent the spatial relation-
ship between the agent and each kind of disc in the
environment. Navigational maps that receive activa-
tion from the ESMs are then used to compute paths.

4.2.1 Egocentric Spatial Maps (ESM) An ESM divi-
des the area around the agent into a grid of small uni-
form squares. The area covered by each grid cell is
approximately equal to the size of one disc. The cen-
tral cell (neuron) in the grid is the cell on which the
agent is currently present. The ESM contains neurons
arranged in a grid to correspond to these squares such
that the central neuron in the ESM corresponds to the
square on which the agent is located. A neuron is con-
nected to its eight neighboring neurons and this repre-

sents the adjacency relationships between the areas
represented by each ESM cell. The activation of a neu-
ron indicates if a disc is present in the corresponding
square. Thus at every point of time, each agent main-
tains a bird’s-eye view of the world around it. The
neurons close to the center of the ESM correspond to
the space sensed by the sensors. At every time step,
new sensory input is integrated into the center portion
of the map (Figure 4b). Thus, changes in the world,
such as the addition or disappearance of discs, are
reflected in the ESM. Though this representation uses
a pre-fixed number of nodes and interconnections,
assigning the center of the ESM to the current location
of the agent ensures that the space closest to the agent
is always mapped.

As the agent moves in every time step, the neuron
activations are passed to neighboring neurons to main-
tain the egocentric nature of the map. The activations
on the ESM are passed in a direction opposite but pro-
portional to the distance moved by the agent in each
time step (Figure 4c). The amount moved by the agent
is obtained from the dead-reckoning inputs. If the acti-
vation of a neuron is moved out of the map’s range,
then the agent “forgets” about the corresponding disc.

Each agent has a separate ESM for each kind of
disc in the environment: the food ESM, water ESM,
and the brick ESM. The structure to be built is also
represented in a ESM called the configuration ESM.
Like the other ESMs, the activations on this map are
also shifted as the agent moves so that egocentricity of

Figure 3 Sensory/Motor behaviors. Activations flow from the sensors, through the behaviors that are regulated by the
Hunger (H), Thirst (T) and Avoid (A) motivations, to the action selection module.
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the map is preserved, but the initial activations on the
configuration ESM (that encode the structure to be
built) are set a priori and are not updated by the sensors.

4.2.2 Navigation Maps (NM) Paths are computed by
spreading activation on navigation maps which also
consist of a grid of neurons. Activation spreads from
nodes representing goal locations while nodes repre-
senting obstacles inhibit this activation (food and
water discs and cells where bricks must be placed are
goal locations). Let n denote an arbitrary neuron in an
NM and nb(n) the set of eight neighboring neurons of
n. Let an(t) be the activation of n at time t.

(1)

(2)

where d(m, n) is proportional to the Euclidean dis-
tance between the locations represented by nodes m
and n. Equation 2 is iterated until the activations stop
changing. Spreading activation is a parallel imple-
mentation of Dijkstra’s shortest path algorithm (Cor-
men, Leiserson, & Rivest, 1990). The gradient created
by the activation is the planned path to the nearest
goal location. To reach this goal from its current loca-
tion, the agent should move in the direction of the
maximum gradient of activation at the center node of

the NM. The motor commands based on the maxi-
mum gradient will only be in one of the eight compass
directions (corresponding to each of the eight neigh-
boring nodes of the central node). However, the path
of an agent will be smooth because of the inertia of
the agent.

4.2.3 Integrating Multiple ESMs and NMs Every
ESM is associated one-to-one with an NM, that is,
each node in the ESM has an excitatory link to its cor-
responding node in the NM. The excitatory links from
active ESM nodes activate the NM goal nodes that will
compute a path to the nearest disc of the color repre-
sented in the ESM. Inhibitory links from the active
nodes in other ESMs activate obstacles in this path.
The configuration navigation map computes a path to
locations where bricks should be dropped. Hence,
every configuration NM node is activated by the corre-
sponding node from the configuration ESM and inhib-
ited by the activations from the nodes on the food and
water ESMs (since food and water discs are obstacles).
The configuration NM is also inhibited by the brick
ESM because if a brick is already present at a desired
location, then the agent should not place another disc
there. Spreading activation is carried out on the config-
uration NM and the maximum gradient at the center
node gives the motor activation that has to be taken to
move toward the nearest drop site. The idea is
extended to generate the activations on the brick navi-
gation map, which computes a path to a brick that is

Figure 4 Updating an ESM. (a) Layout of bricks and agent moving to the right. (b) The shaded portion of the ESM rep-
resents the space sensed by the sensors. For clarity, only four (out of the eight) adjacent nodes are shown connected to
each node. (c) Shifting activations to the left when agent moves to the right.

an 0( )
1, if n represents a goal location

1,– if n represents an obstacle

0, otherwise





=

an t 1+( ) max am t( ) d n m,( )–( ) an t( ) 0,≥,=
m nb n( )∈

 at UNIV OF SOUTHERN CALIFORNIA on August 11, 2009 http://adb.sagepub.comDownloaded from 

http://adb.sagepub.com


Panangadan & Dyer Construction in a Simulated Environment 89

available for construction. It is excited by the nodes on
the brick ESM and inhibited by the nodes on the food
and water ESMs. Inhibitory links from the configura-
tion ESM distinguish available bricks from ones that
already compose parts of the structure being built.

Figure 5 shows a subset of the interconnections
between the ESMs and the NMs. The node activations
on the configuration ESM are in the shape of the struc-
ture to be built. (In this figure, the configuration to be
built has the shape of the letter C.) The brick ESM has
three activations, two of which align with two of the
activations on the configuration ESM. These represent
bricks that already form part of the structure being
built. The mismatches between the ESMs represent the
location of a brick that is available for construction.
These activate the corresponding nodes on the config-
uration and brick NMs. Activations spread from these
nodes to the center and give the direction the agent
should move to reach the unbuilt parts of the structure
and to reach the brick available for construction.

4.3 Internal State Nodes

While motivations monitor the vital internal “energy”
levels of the agent that are essential for its survival,

Internal State Nodes are used to keep track of the cur-
rent stage of the construction task:

• Holding-Brick: Is active when the agent is carry-
ing a brick.

• At-Drop-Site: Indicates if the agent is at a location
where it can drop a brick.

• At-Brick: Is active when the agent is at a location
from where it can pick up a brick.

The activations of the At-Drop-Site and At-Brick
internal state nodes can be computed directly from the
NMs. For instance, if the central node of the configura-
tion NM is active, then this implies that the agent is cur-
rently at a location where the structure is missing a
brick. Hence, the activation of the At-Drop-Site internal
state node is set from the central node of the configura-
tion NM. Similarly, the activation of the At-Brick state
node is set from the central node of the brick NM. The
activation of the Holding-Brick state node is directly
available from the current position of the grippers
(grasping or open). The use of egocentric spatial maps
greatly reduces the number of neurons needed to alter
any agent behavior because such behavior-controlling
neurons are only required at the center of each map.

Figure 5 Interconnections between ESMs and NMs (a) The agent is surrounded by a food (F), a water (W) and three
brick (B) discs (where two of them are already in their goal positions). The dashed circles indicate the horseshoe struc-
ture to be built. (b) The four ESMs and their corresponding NMs. The darkness of shaded circles indicates the magni-
tude of activation while circles with filled centers indicate negative activation (obstacles). For clarity, only one connection
from each ESM to its corresponding NM and only the connections to the configuration NM are shown. The direction to
the nearest goal is listed under the corresponding NMs.
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4.4 Action Selection

The action selection module implements a fixed prior-
ity selector—behaviors that are crucial to the survival
of the agent, eating and drinking, have the highest pri-
ority, followed by avoiding obstacles, and finally
approaching food and water. The prioritizing of these
behaviors is implemented by lateral-inhibition links
from the high-priority behaviors to all of the lower
ones. The lateral-inhibition connections are assumed
to be innate and are not modified.

If none of the self-preservation goals are active,
then the agent attends to the construction task. The
agent performs the configuration navigation behavior
if the Holding-Brick state node is active, else the brick
navigation behavior is performed. If Holding-Brick
and At-Drop-Site internal state nodes are both active,
then the agent drops the brick. If Holding-Brick is
inactive but At-Drop-Site is active, then the agent
attempts to grab the disc near it. Excitatory and inhibi-
tory connections from the internal state nodes to the
outputs of the navigational planning behaviors are used
to select the motor action. Weights on these links can
be learned (described in Section 5).

Integrating low-level behaviors with higher level
ones using this priority mechanism is an instance of
selecting consummatory behaviors over appetitive
behaviors (consummatory behaviors are those that
directly affect a motivation while appetitive behaviors

are those that do not directly affect any motivation;
McFarland, 1981). This preference for consummatory
over appetitive behaviors is one of the requirements
for an action selection mechanism since otherwise an
agent would repeatedly perform a behavior such as
moving toward food instead of eating even when food
was available to the agent (Tyrrell, 1993).

4.5 An example

In Figure 6, screen shots from a sample construction
run are shown. The initial arrangement of discs con-
sists of a wall made of food and water discs that acts
as an obstruction and five bricks (labeled B1 through
B5) scattered around the environment (Figure 6a).
The dashed circles (arranged in a diamond pattern)
indicate locations where bricks are to be placed. After
moving bricks B1 and B2 and en route to place the
third, the agent became thirsty and thus suspended
construction (at point A) to reach the water disc.

In Figure 6b, the agent’s ability to repair is dem-
onstrated. We removed brick B1 when it was out of
the agent’s sensor range. However, when the agent
became thirsty again, it navigated to the blue disc to
drink. From that location, the missing brick location is
within sensor range and the brick ESM is updated.
After drinking, it correctly drops the brick it was car-
rying at the location that was initially occupied by
brick B1.

Figure 6 Example construction task: Positions of discs and agent at time (a) 262, (b) 1194, and (c) 1644. carrying a
brick. Construction sites are marked by dashed circles. The "wall" is made of food (F) and water (W) discs. Portions of
the simulation program are shown on the left side, displaying the current sensor activations, motivations of the agent,
and time-step.
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In Figure 6c, the agent’s ability to take advantage
of unexpected changes in the environment is demon-
strated. When the agent moved to pick up brick B5,
we removed two green discs, thus creating a gap in the
wall. When this gap came into sensor range, the ESMs
were updated and the path to the northern-most drop site
was recomputed to navigate the agent through the gap.

5 Construction Sequence Learning

One of the main advantages of a connectionist action
selection module is that the sequence of steps that have
to be repeated for construction can be learned, that is,
the interconnections between the internal state nodes
and the navigational planning behaviors do not have
to be set a priori. The construction task requires an
orchestration of both sensory/motor and navigational
planning actions, summarized in the action sequence
given in Figure 7. Note that this sequence of actions
for construction is independent of the shape of the
structure to be built. Thus this sequence can be pre-
programmed into the agent and then learning becomes
unnecessary. We demonstrate the learning capability of
the ConAg architecture in order to show that the archi-
tecture is suitable for use in tasks that require a differ-
ent sequence of actions (for instance, if bricks have to
be colored to provide cues to other agents as in: Crabbe
& Dyer, 2000a; Jones & Mataric, 2003; and Werfel,
2004).

We introduce three new state nodes to identify
stages of the construction task:

3. Near-Brick: Becomes active when a brick is sensed
close to the agent. Near-Brick is set from the acti-
vations of the red disc sensors.

4. Brick-Available: Is active if the spatial maps indi-
cate a brick that is not part of the structure being
built. The activation of this state node is set from
the sum of activations on the nodes of the config-
uration NM: if the structure is complete, then
there will be no active node on the configuration
NM.

5. Drop-Site-Available: Is active if the spatial maps
indicate that there are parts of the structure that
still require a brick to be placed somewhere. The
activation of this state node is set from the sum of
activations on the nodes of the brick NM: If there
are no bricks that are not part of the structure,
then none of the nodes on the brick NM will be
active.

Based on sensory inputs and internal state nodes,
this sequence can be performed by the action selection
module through the connections and weights shown in
Figure 8. Each node in the action selection module may
have both excitatory (arrows) and inhibitory (dots)
connections from the internal state nodes. Weights are
positive for excitatory and negative for inhibitory, and
all activations are summed and thresholded:

where aj is the activation at node j, ψ is the step func-
tion with a pre-defined threshold, T.

The excitatory links activate a node when a set of
conditions is met, such as enabling Grab when (a) the
agent is at a disc (At-Brick internal state node is active)
and (b) the structure is missing discs (Drop-Site-Avail-
able internal state node is active). Therefore, 0.5 is

Figure 7 Sequence of actions required to perform construction.
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assigned to both weights to ensure that Grab is active
only when both input nodes are firing to surpass the
threshold (0.7). However, if the agent already has a
disc (Holding-Brick is active), then the Grab node
should be inhibited so the agent does not try to grab
another disc. This is achieved by the inhibitory link,
more than sufficient to prevent the activation from
surpassing the threshold. Since self-preservation goals
have higher priority, the reactive response of avoiding
the disc must be turned off when the agent needs to
grab a red disc. This is achieved by the inhibitory link
from the Near-Disc internal state node to the Avoid-
Red behavior.

5.1 Reinforcement Learning of the 
Construction Sequence

An agent adjusts the weights on the links in its action
selection module through a process of reinforcement
learning. The agent learns to mimic the actions of a
teacher agent that is already capable of performing the
construction sequence. The teacher agent is not physi-
cally situated in the environment, but it has access to the
same sensory input as the learner agent and the teacher’s
actions are determined by the engineered action selec-
tion network shown in Figure 8. The teacher then mon-
itors the student’s external actions and generates two
positive or negative reinforcement signals, one for the
arm action and the other for the motor action of the

Figure 8 The action selection module with engineered connections and weights for construction. The shaded circles
indicate the output nodes.
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student. These signals are generated by comparing the
student’s external actions with the actions the teacher
would have taken. This is analogous to the case where
the teacher agent is closely following the learner and is
able to compare the learner’s outputs with its own
ideal output at every step. The student only has access
to the teacher’s actions, but not to its internal state.

The student begins with a fully connected net-
work. The network’s inputs represent the internal state
nodes (Holding-Brick, At-Brick, Near-Brick, Brick-
Available, Drop-Site-Available, and At-Drop-Site)
and the outputs represent the possible actions (Grab,
Drop, configuration navigation, brick navigation,
Explore, Avoid-Red, and Approach-Red). Since the
links between any two nodes can be either excitatory
or inhibitory, two weights have to be learned simulta-
neously. Through immediate rewards, the sequence of
actions to carry out construction is learned by adjust-
ing the weights to minimize error. The delta learning
rule is used for the single layer network:

where wij(t) is the weight between nodes i and j at time
t, ai is the activation of node i, and Rj(t) is the rein-
forcement signal at node j. η is the learning rate. The
reinforcement signal generated by the teacher can take
two values: –1 and +1. With a positive reinforcement,
all excitatory weights that activated the behavior are
increased and the inhibitory weights decreased. If a
node is incorrectly activated in the student, a –1 rein-
forcement from the teacher causes opposite adjust-
ments and reduces future activations under the same
inputs.

This learning approach was evaluated by having
the actions of one student agent reinforced in the envi-
ronment shown in Figure 6. The student was repeat-
edly placed in the same environment until it no longer
made any mistakes, at which point it was placed into a
novel environment to validate that the learning is gen-
eralized and adaptive to other construction scenarios.
The student agent was given no other a priori knowl-
edge except for the structure to be constructed, that is,
the activations on the configuration ESM. The action
selection network has all of its weights randomly ini-
tialized to be between 0 and 0.5 (excitatory) or 0 and –
0.5 (inhibitory). Each trial consisted of 1,000 time

steps at the end of which the agent was moved to its
initial position in the environment. The number of
errors is calculated as the number of time steps when
the output actions of the learner did not match those of
the teacher. Figure 9 shows the reduction in errors
over trials for different learning rates. The error bars
mark one standard deviation from 50 runs. The number
of errors per trial was not significantly sensitive to the
learning rate.

More complex reinforcement algorithms such as
Q-learning (Watkins, 1989) that can handle delayed
reinforcement are also applicable in this environment.
In our experiments, we found that Q-learning with a
suitable set of parameters showed comparable error
rates. The use of nodes to represent state in the ConAg
architecture obviates the need for a delayed reinforce-
ment learning mechanism to learn the construction
sequence.

5.2 Comparison with Rule-Based Systems

We compared the performance of the ConAg architec-
ture with that of a representative reactive system for
construction. We implemented the construction sys-
tem described by Jones and Mataric (2003). Their sys-
tem was demonstrated (in simulation) on a 2-D square
lattice. Construction agents move through this lattice
one cell at a time. A structure gets built in this envi-
ronment by agents moving into the appropriate cells

wij
excite t 1+( ) wij

excite t( ) η Rj t( ) ai××+=

wij
inhibit t 1+( ) wij

inhibit t( ) η Rj t( ) ai,××–=

Figure 9 Number of errors made by the student agent
during construction sequence learning at different learn-
ing rates.
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(thus the agents become bricks). The agents have a
completely reactive action selection mechanism. A
construction agent can only sense the occupancy of its
neighboring cells. Agents determine their action by
comparing the occupancy pattern to a lookup table of
pre-computed patterns and associated actions (such as
moving to one of the unoccupied neighboring cells).
The lookup table of rules was called the transition
rule set. In addition, an agent maintains a state varia-
ble that is visible to neighboring agents. To construct
a structure, the environment is instantiated with bricks
in specific locations and each of the agents is provided
with a particular lookup table of patterns and actions.
Repeated execution of the actions specified in the
lookup table leads to the desired structure being built.
The state variable is required in order to encode the
construction rules for complex structures. Jones and
Mataric (2003) also describe an automated way of
generating the lookup table given the shape of the
structure to be built.

The features of the construction system of Jones
and Mataric (2003) are similar to those found in other
reactive rule-based systems (Bonabeau et al., 2000;
Crabbe & Dyer, 2000a; Werfel, 2004). The main dis-
tinction between such systems and the ConAg approach
is that the reactive systems keep track of the progress
of the construction task by marking the environment
(such as by assigning a state variable to agents: Jones
& Mataric, 2003 and Werfel, 2004; moving different
types of bricks: Bonabeau et al. 2000; or coloring
bricks: Crabbe & Dyer, 2000a). The ConAg architec-

ture, on the other hand, keeps track of the progress of
construction by updating the internal spatial represen-
tation within each agent. We compared the progress of
the construction task using the ConAg approach and
the system proposed by Jones and Mataric (2003).

We considered the case where the shape of the
structure to be built is a square (Figure 10a). Con-
struction using the ConAg approach requires that the
configuration NM be initialized with this shape. In the
rule-based system of Jones and Mataric (2003), the
transition rule set that leads to the building of a square
depends on the initial configuration of bricks. In par-
ticular, the number of states and rules in the transition
rule set varies with this initial configuration. If the ini-
tial bricks are at the corners of the square, then four
distinct states and eight rules are sufficient (Figure 10b).
However, if the initial bricks are at the sides of the
square, the number of distinct states and rules increase
with the size of the square (Figure 10c).

We incorporated learning of the transition rule set
to the rule-based construction system by imitation
learning from a teacher agent as in our ConAg system.
We used a feed-forward neural network as the learning
mechanism. The training input data to the neural net-
work consists of the states of neighboring cells as
observed by the teacher agent during construction and
the training output data are the corresponding actions.
Figure 11 plots the decrease in errors during learning
of the transition rule set for the two starting configura-
tions (bricks at corners and bricks along the side) dur-
ing a typical learning trial. The rate of learning the

Figure 10 The reactive construction rules vary with the initial configuration of bricks. (a) Structure to be built is square
shaped. (b) The “seed” bricks are placed at the corners. (c) The “seed” bricks are placed at the sides.
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transition rule set is dependent on the initial configura-
tion due to the difference in complexity of the dent on
the initial configuration due to the difference in com-
plexity of the rule set for the two cases. The time of
completion of learning also differs between the ConAg
and rule-based systems. Learning the construction task
in ConAg involves only learning the sequence of mov-
ing a brick to a drop site. As this sequence is independ-
ent of the shape of the structure to be built, learning

can be completed before the teacher agent finishes
constructing the structure. However, in the rule-based
system, the learner has to observe all the actions of the
teacher agent up to the completion of the structure
since the transition rule set depends on the shape of the
structure being built.

We studied the performance of the two approaches
with regards to repair of structures. We showed in Sec-
tion 4 that the ConAg architecture could continue to
build the desired structure even if a brick was moved
during construction. The rule-based system, on the
other hand, is sensitive to the location of all bricks in
the environment. Even if one of the bricks places by an
agent is moved to a neighboring cell, a different struc-
ture gets built (Figure 12).

6 Path Planning via Temporal 
Sequencing of Goals

The ConAg architecture, as described thus far, always
moves a brick to the closest drop site. However, the total
distance traveled by an agent depends on the order in
which bricks are placed. For instance, in Figure 13, the
structure to be built consists of three parallel walls.
Ideally, the agent should build the right-most wall
first, but the ConAg architecture would build the left-
most wall first and this would block direct paths from
the source of bricks at the left to the other two walls. In

Figure 11 Learning the transition rule set for building a
square from two starting configurations: seed bricks at
corners and seed bricks at sides.

Figure 12 Construction using reactive rules is affected by unexpected changes in the environment. (a) We moved one
of the bricks in the structure as it was being built. (b) The resulting structure is not the desired square. The gray cells in-
dicate agents; the black cells indicate bricks.
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the extreme case, certain structures (for instance, a
pile of bricks completely enclosed within a larger ring)
would be impossible to build if the order of placing
bricks is not planned. This is illustrated in Figure 14
where we attempt to build two squares one within the
other using purely reactive rules in a grid world. If the
outer square is built before the inner one, then the con-
struction agents cannot access the inner square.

To prevent dropped bricks from blocking direct
paths to other drop sites, the agents have to plan the
temporal sequence of goal locations such that dropped
discs do not obstruct paths to the remaining drop
sites. The algorithm described in this section deter-
mines such a sequence in two steps. First, each agent

matches discs to drop sites represented in its ESMs
using a greedy heuristic (calculateMatching algo-
rithm). Second, it determines which of the drop sites do
not block paths between a disc and its matching drop
site (drop site selection) and proceeds to fill these first.
We earlier introduced spreading activation for path
planning using navigation maps (Section 4.2.2). Here
we extend the concept by spreading multiple activa-
tions simultaneously, representing paths to different
types of goal locations. The interactions of these acti-
vations will be used to match pairs of bricks and drop
sites which are close together. This implementation
using NMs enables the algorithms to be integrated
into the existing ConAg architecture. The idea of
spreading activation from both source and destination
has also been used in other applications that require
path planning such as data dispersion in sensor net-
works (Intanagonwiwat et al., 2000).

6.1 Matching Algorithm

The algorithm calculateMatching is implemented on a
grid of nodes called the Matching grid. The algo-
rithm consists of a set of local rules that are repeatedly
applied by each of the nodes on the Matching grid. The
rules are local in the sense that the actions applicable at
a cell depend only on its state and that of its neighbor-
ing cells. The algorithm matches each unfilled drop
site to its closest available brick. At algorithm comple-
tion, all nodes on the Matching grid that are on the
shortest path between a matched brick and drop site
pair are marked with a match value of 1. The values
on the Matching grid will be used in the drop site
selection step to determine which drop sites are to be
filled first.

There is a one-to-one correspondence between the
cells on the Matching grid and those on the brick and
configuration ESMs. The interconnections between
the Matching grid and the ESMs are shown in Figure 15.
The source nodes for the spreading activation (the loca-
tions of unmatched bricks and drop sites) are excited
by the corresponding nodes on the brick and configu-
ration ESMs. Matching grid nodes representing obsta-
cles (bricks that already form a part of the structure)
are inhibited by their corresponding nodes on the brick
ESM. The nodes of the Matching grid can initiate and
spread activations among neighboring nodes. The
nodes make use of the gradient of these activations to
implement the calculateMatching algorithm.

Figure 13 Order of placing bricks determines distance
traveled.

Figure 14 Building a square enclosing a smaller square
using purely reactive rules. As the outer square is com-
pleted before the inner square, the construction agent
(gray cell) is blocked from adding bricks to the inner
square.
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The calculateMatching algorithm is listed in Fig-
ure 16. It is an iterative algorithm, where every itera-
tion determines the brick and drop site pair that are
closest to each other. This pair is identified by spread-
ing activations from all brick and drop site locations.
One set of activations (denoted by a) is spread from the
nodes representing locations of available bricks (step 1).
The activation is spread as described for navigation
maps (Equation 2). The number of nodes in the grid is
denoted by M × M and the local rules are repeated M
times to ensure that activation spreads throughout the
grid. nb(n) denotes the set of all neighboring nodes of
node n. All discs that are not bricks free to be picked up
act as obstacles to the spreading activation. Similarly, a
second set of activations (denoted by b) is independently
spread from all the nodes representing unfilled drop
sites (step 2). These activation values at a cell are
inversely proportional to the shortest distance to a
brick or drop site. The sum of these two activations at
a node is inversely proportional to the distance of the
path between the closest brick and drop site that passes
through the corresponding location. Hence, if the sum
of these two activations at a node is a local maximum,
this indicates that the corresponding location is on the
shortest path between some brick and drop site. In
addition, all nodes on this shortest path will have the
same value. To identify the path between the brick and
drop site pair that are closest to each other from all other
brick and drop site pairs, the maximum activation value

is distributed to all nodes (step 3). This step effectively
suppresses all activation that is not on the path between
the desired brick and drop site. A path from the drop
site is identified by following the gradient toward the
closest brick (step 4). succ(n) is defined as the neighbor-
ing node of n that is along the gradient of activation a.

(3)

The matching between the drop site and brick is
marked by setting the corresponding nodes on the
Matching grid to 1 (step 5). Note that this path is initi-
ated from the neighboring node of the drop site (not
the drop site itself). This fact will be used in the goal
selection step. These steps are repeated until all drop
sites are matched.

6.1.1 Running Time of the Algorithm As all the rules
are local, the steps in the calculateMatching algorithm
can be executed in parallel. Each step of the algorithm
involves a node communicating only with its neigh-
bors and performing a fixed number of computations.
Each spreading activation requires every node to exe-
cute Equation 2 M times. At the end of each loop, one
drop site is matched. Therefore, the main matching
loop has to be executed at most D times where D is
the number of unfilled drop sites. Thus, the running
time when calculateMatching is executed in parallel is

Figure 15 ConAg-TS architecture: the lines between the Matching grid and the ESMs represent links between every
corresponding pair of neurons. Three internal state nodes are also shown: At-Brick (B) is set from the brick navigation
map, At-Drop-Site (D) is set from the configuration navigation map, and Holding-Brick (H).

succ n( ) argmax a n′[ ]( ).=
n ′ nb n( )∈
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proportional to M × D. Note that the area covered by
the navigational maps is proportional to M2.

An example illustrating the calculateMatching
algorithm is shown in Figure 17. Figure 17a shows an
environment containing four bricks and three drop
sites. The spread of activation a from the nodes repre-
senting bricks is shown in Figure 17b and activation b
initiated from the nodes representing drop-sites is
shown in Figure 17c. The sum of these two activations
is shown in Figure 17d. Figure 17e shows the shortest

path identified from the sum of activations. The final
values in the Matching grid are shown in Figure 17f
indicating the matched brick and drop site pairs.

6.2 Drop Site Selection (DSS)

In the example described above, the paths between the
three pairs of matched bricks and drop sites did not
block each other and hence the three bricks may be
moved to their corresponding drop sites in any order.

Figure 16 Algorithm calculateMatching.
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The DSS algorithm determines the order in which drop
sites are to be filled such that a dropped brick will not
block paths between other bricks and drop sites. The
match values are set starting from a neighboring node
of a drop-site node (step 4 of the calculateMatching
algorithm), not the drop-site node itself. Thus, if a drop-
site is not present on the path between another drop-
site and its matched brick (as is the case in Figure 17f),
then its match value is 0. Therefore, bricks must be
dropped at drop sites whose corresponding match
value is 0. For instance, consider the two bricks and
two drop sites in Figure 18a and the nodes in the cor-
responding Matching grid that have a match value of
1 (Figure 18b). The path from the bricks to the farther
drop site D2 passes through the nearer drop site, D1.
Therefore, only the match value of the node corre-
sponding to D1 is 1. Thus, drop site D2 should be
filled before D1.

The behaviors that lead to the appropriate selec-
tion of bricks and drop sites are as follows. If the agent
is not holding a brick, it should move toward the near-
est brick that has been matched during the calculateM-
atching algorithm. If the agent is holding a brick, it
should move toward the nearest drop site that would
not block subsequent access to other unfilled drop sites.
Since the calculateMatching algorithm is initiated by
the activations on the navigation maps, any change in
the layout of the environment will cause the activa-
tions on the Matching grid to change. In this way, path
planning adapts to the changes in the environment
caused by the movement of bricks by other construc-
tion agents. For instance, after a brick is dropped it
becomes an obstacle for all future path planning.

The goal selection behaviors are implemented by
having inhibitory connections from the nodes in the
Matching grid to the corresponding nodes in the con-

Figure 17 Example illustrating algorithm calculateMatching. (a) Environment containing four bricks (B1, B2, B3, and
B4) and three drop sites (D1, D2, and D3). There is also a wall of obstacles. (b) Activation a spreading from nodes rep-
resenting bricks. (c) Activation b spreading from nodes representing drop sites. (d) Sum of a and b activations. (e) Brick
and drop site pair that are closest to each other. (f) Final matches between bricks and drop sites.
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figuration NM and excitatory connections to the cor-
responding nodes in the Brick NM. The inhibitory
connections prevent those drop sites that block paths
between some matched brick and drop site (i.e., drop
sites whose corresponding node on the Matching grid
has match value 1) from being considered as goal
locations. Similarly, the excitatory connections to the
brick NM ensure that only those bricks that are
matched to some drop site (i.e., bricks whose corre-
sponding node on the Matching grid has match
value 1) will be considered as goal locations. Since
path planning is carried out by spreading activation on
the NMs, the agent moves toward the closest selected

brick or drop site (that does not block a farther away
site).

6.2.1 Example 1 of Goal Sequencing Figure 19a
shows the match values after running the calculate-
Matching algorithm on the Matching grid of an agent
at the very start of construction. The task is to build
three parallel walls from a single source of bricks. Two
of the bricks were placed a priori. The activation
flowed around those nodes representing the two bricks
placed a priori since these are obstacles to paths
between the source of bricks and drop sites.

Figure 18 Example illustrating goal selection. (a) Environment containing two bricks, two drop sites (D1 and D2), and
a wall of obstacles. (b) The corresponding Matching grid. Filled gray squares indicate cells with match value of 1.

Figure 19 Environment with one brick source and three walls to be built. (a) match values on the nodes of the Match-
ing grid of an agent at the very beginning of construction with two bricks already in place. Black filled squares indicate lo-
cations of bricks, squares with thick edges indicate locations of drop sites, and lightly filled squares indicate neurons n
where match[n] = 1 so they will be filled last. (b) The agents have built the bottom-most wall, and parts of the other
walls.
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Figure 19b shows the state of the environment after
the agents have been performing construction for a
while. The goal sequencing behaviors filled the farthest
wall first (and those parts of the other walls which do
not block a direct path to the farthest wall). An algo-
rithm that always chose the closest goal would have
filled these rows of drop sites in the reverse order,
requiring the agents to move around the walls placed
first. Figure 19b shows that the agents have already
built the bottom-most wall, and parts of the other two
walls.

6.2.2 Example 2 of Goal Sequencing Figure 20a
shows the match values on the Matching grid of an
agent at the start of construction. Some of the drop
sites on the middle wall were matched with bricks
from the top source, while the other drop sites were
matched with bricks from the bottom source since
both the brick sources are equidistant from the middle
row of drop sites. The paths between the drop sites in
the middle row and their matched bricks pass through
the central portions of the top and bottom row of drop
sites. Thus, the nodes corresponding to the central
portions of the top and bottom row of drop sites have
their match values set to 1 while the match value of
the nodes corresponding to the middle wall is 0.
Therefore, in this environment, the sequencing algo-
rithm fills the middle wall first and then fills the top
and bottom walls (Figure 20b). An algorithm which

always selected the closest goals would have filled the
two outer walls first requiring the agents to move around
these outer walls to reach the middle wall.

6.3 Conclusions and Future Work

We presented the ConAg architecture that enables a
group of autonomous agents to construct arbitrary struc-
tures in their simulated 2-D environment. The ConAg
architecture couples a behavior-based action selection
mechanism with an explicit spatial representation of
the environment around the agent and the shape of the
structure to be built. We showed that this arrangement
enabled an agent to learn a sequence of construction
tasks that was independent of the shape of the struc-
ture to be built. The ConAg architecture is an alterna-
tive to purely reactive construction mechanisms
(Bonabeau et al., 1998, 2000; Howsman et al., 2004;
Jones & Mataric, 2003; Theraulaz & Bonabeau, 1995a).
The main problem to be solved in a purely reactive con-
struction mechanism is to determine a specific set of
behaviors for every different shape of the structure to
be built. The ConAg approach of separating the spa-
tial representation of the structure to be built from the
representation of the behavior sequence alleviates this
problem: different shapes structures are built by ini-
tializing the internal spatial map of each agent with a
bird’s eye view of the structure.

The ConAg architecture has other significant
advantages over purely reactive approaches. A ConAg

Figure 20 Environment with two brick sources and three walls to be built. (a) Activations on the Matching grid of an
agent at the very start of construction. Black filled squares indicate locations of bricks, squares with thick edges indicate
locations of drop sites, and lightly filled squares indicate neurons n where match[n] = 1. (b) The agents have built the
middle wall, and parts of the other walls.
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agent determines its action at every step by comparing
the shape of the structure to be built (maintained in a
spatial map) with the layout of the spatial environment
around it. If parts of the structure are moved after it is
built, agents can detect the discrepancy between the
desired and actual shapes of the structure. and this
triggers the construction behaviors. Thus, a ConAg
agent can also repair the structure as part of the con-
struction task. (This also implies that construction can
proceed from any initial configuration of the environ-
ment.) Purely reactive agents on the other hand utilize
features of the environment to keep track of the progress
of the construction task. An unexpected change in the
environment can cause unintended behaviors to be
triggered. Thus, construction ability does not imply
the ability to repair in reactive agents. The separation
of spatial representation from the behavior sequence
also facilitates learning. The time to learn the con-
struction task is independent of the complexity of the
structure to be built. The construction sequence that is
learned can then be coupled with different spatial
maps to build differently shaped structures.

We also showed how path planning for efficient
construction can be performed using the spatial repre-
sentation. This enables agents to move construction
material in such a way that parts of the structure being
built do not become obstructions. The ability to plan
paths is particularly important while building enclosed
structures (e.g., shaped like concentric circles). If the
outer structure is built before the inner structure, then
agents will not be able to complete construction of the
inner structure. Explicit path planning is not possible
in purely reactive systems.

The ConAg architecture and the path planning
algorithms are designed to be used by each agent in a
completely distributed multi-agent system. In the cur-
rent work, we have studied the ConAg architecture in
simulation using only a few agents (less than five).
However, since the ConAg approach makes extensive
use of spatial maps, the performance of the construc-
tion task depends on the fidelity of the spatial maps. In
the real world, the spatial map is affected by occlu-
sion, sensor and motor errors, and perceptual aliasing.
We intend to study how the presence of a large
number of agents in the environment affects the main-
tenance of the spatial maps and the performance of the
construction task.

We are also interested in applying the ConAg
architecture to a heterogeneous society of construction

agents. For instance, consider a group of agents con-
sisting of a few “foremen” equipped with the ConAg
architecture (i.e., with explicit spatial representation)
and many purely reactive “worker” agents. The fore-
men agents use the spatial planning capabilities of their
ConAg architecture to mark the environment with
cues for the worker agents. The worker agents can uti-
lize these cues to build simple parts of the structure
(such as walls).
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