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Abstract—This paper describes a method for learning 

coordination policies in body sensor networks. The learning of a 
compact coordination policy is important for implementing the 
policy in sensor nodes with limited memory. We present a novel 
algorithm, Reinforcement Learning Average Approximation 
(RLAA), to learn local coordination policies for each sensor node 
from globally joint rewards. These local policies are obtained by 
reinforcement learning and averaging state-action tables under a 
stochastic process model. We show results on a simulation of an 
existing body sensor network interfaced with transdermal 
sensors that demonstrate the performance of this learning 
scheme. Experimental results show that the performance of the 
RLAA algorithm is significantly better than a random policy and 
is close to the optimal policy that can be obtained from solving a 
global Markov Decision Process while the learning step is fast. 
The results also show that the RLAA algorithm is scalable to 
networks represented by large state spaces (in terms of number s 
of sensors and degree of discretization).  

Keywords—reinforcement learning, body sensor networks, 
policy, approximation, health monitoring 

I. INTRODUCTION 

With the availability of miniature biomedical sensors, continuous 
health-monitoring applications are possible using a network of 
wearable sensors. Our work is motivated by wireless Body Sensor 
Networks (BSN). In this application, a patient’s health status is 
continuously measured by attaching multiple physiological and 
metabolic sensors to the subject’s body. In the specific BSN we have 
developed, the sensors include body temperature, heart rate, blood 
oxygenation and interstitial fluid (ISF) alcohol level sensors [1]. In 
such a system, the energy consumed at each sensor node depends on 
the sampling rate at that sensor. For example, the alcohol sensor 
requires operating an electromechanical pump to draw out ISF before 
a measurement can be made. Higher sampling rates also increase the 
radio transmission and data-processing demands on the sensor. Thus, 
sampling is an energy-intensive process. However, embedded sensors 
have limited battery capacity and thus sampling at the highest 
possible rates will reduce the lifetime of the system. Actively 
conserving the energy expenditure is thus one of the central issues in 
sensor networks [2].  On the other hand, if the sampling rates of the 
sensors are low, then the phenomenon is sampled sub-optimally. The 
problem in this context is to determine the optimal sampling rates of 
the individual sensors such that the phenomenon can continue to be 
measured until the desired lifetime with highest possible accuracy. 

BSNs often use multiple sensors to observe the health status of the 
wearer. Multiple sensors enable the subject’s health status to be 
determined with higher accuracy either by collecting data from 
different parts of the body or by reducing the effect of sensor 
variability through averaging. In multi-sensor systems consisting of 
correlated sensors, it is possible to trade-off the sampling rates 
between the sensors, i.e., a sensor can conserve its resources by 
decreasing its sampling rate while increasing the rates of other 
sensors (which have more resources). As decreasing the sampling 
rates also decreases the amount of information obtained from the 
system, this trading off should be performed considering the overall 
criticality of the health event being sensed.  

In prior work [3,4], we have modeled the problem of extending 
system lifetime by controlling the sampling rate as a discrete multi-
agent Markov Decision Process (MDP). While this approach of 

Adaptive Sampling is commonly used in sensor networks research 
[??], the MDP formalism enables an optimal sampling policy (subject 
to the assumptions in the MDP model) to be computed. The energy 
reserves and event criticality are represented as discrete variables. 
These variables define the state of the system at any time. The utility 
of coordinated sampling is quantified into a reward associated with 
each state. The objective is for the system to operate for a minimum 
specified length of time without the sensors running out of power 
while optimizing the reward function for health monitoring. The 
solution of the MDP gives a global optimal policy that specifies the 
optimal sampling rates for all the sensors in the network. The global 
optimal policy is calculated offline by the value or policy iteration 
algorithm before it is stored in the sensors as a lookup table. In this 
way, though the computational cost of computing a sophisticated 
policy off-line may be high, only a simple table lookup is sufficient 
to execute the policy on-line. 

However, this approach does not scale with either the number of 
sensors or the degree of discretization as the size of the state space 
increases exponentially with number of sensors [5] and 
proportionally with degree of discretization. For example, small 
increase in sensor number (from 2 to 5) and discretization levels will 
increase the size of state spaces by  times (see example in 
section 5-D). In addition, executing such a global policy incurs a high 
energy cost of communication as the sensors have to exchange their 
internal states with each other to discover the global state. Efficient 
solutions to this kind of MDP have been studied, and several 
techniques are proposed in recent studies [6~10]. However, these do 
cannot solve the fundamental scalability problem.  

In this paper, we describe a novel approach based on reinforcement 
learning to calculate local policies for each individual sensor. A local 
policy specifies the sampling rate for a sensor without considering the 
internal state of the other sensors. The approximation is calculated by 
reinforcement learning from repeated offline simulations of the 
global stochastic model of the real systems. The learning is 
performed in simulation as reinforcement learning requires multiple 
training epochs before the learnt policy converges. During the 
learning step, the reward at each local state is based on the global 
state (since the state of all sensors is available in simulation). 
Coordination between sensors is ensured through the use of this 
global reward during training. In addition, the learning step is fast as 
it is performed in simulation. The proposed approach can be used for 
all different types of body sensors. 

The execution of the learnt local policy is fast (one-step policy 
table lookup) and less energy cost (no communication among sensors 
required), which is a significant advantage over the global policy 
obtained from MDP processes. Interestingly, the sensors in the BSN 
can update their local policies by continuing the learning even after 
deployment (lifelong learning). However, a local policy is an 
approximation of the optimal global policy. 

II. ARCHITECTURE 

The BSN developed at the Children Hospital Los Angeles and 
University of Southern California is a wireless system that can 
transfer data from on-body sensors in real-time to a remote location 
over existing wide-area communication networks such as the Internet 
and the cellular phone network. The BSN is divided into three levels 
with the wearable sensors at the first level, a base station that acts as 
a relay point at the second level, and a secure remote database at the 
third level.  



The BSN is designed to accommodate a wide variety of medical 
sensors with digital and analog interfaces. These include pulse 
oximeters to non-invasively measure heart rate and blood 
oxygenation, and a new minimally invasive sensor to measure 
alcohol concentration in interstitial fluid (ISF) from the skin [1]. 
Metabolite sampling from ISF has significantly higher variability 
compared to blood sampling. Multiple such sensors can be used 
together to reduce the effect of sensor variability through averaging. 
The coordination techniques described in this paper apply to the 
wearable sensors at the first level. Figure 1 shows a picture of an 
individual wearing our prototype health monitoring hardware with a 
pulse oximeter and an ISF sensor with our custom interface board for 
mobile alcohol monitoring.  

The Level 1 sensor unit is custom-designed. It interfaces a low-
power microcontroller (Texas Instruments MSP430 equipped with a 
CPU at 4-8Mhz) with a custom frequency agile and range agile radio 
circuit design capable of operating at the 900Mhz and 2.4Ghz RF 
bands. The custom radio design allows RF data communication at 
distances ranging from a few meters to a few kilometers at varying 
bandwidth (1.2Kbps to 412Kbps). The sensor, transceiver system, 
and interface boards are packaged into a unit that can be attached to 
the subject with minimal hindrance to daily activities (including 
outdoor monitoring, Figure 1). The Level 2 base station is equipped 
with the same RF circuit and microcontroller as the Level 1 board, 
and also has the additional capability to relay the information from 
the Level 1 wearable sensor units to a remote database over a cell 
phone network (using the GSM standard). 

 
Figure 1. Left: Subject wearing prototype of the health monitoring system 
with PDA as the base station and a pulse oximeter as sensor. Right: Packaged 
unit used for activity monitoring in an outdoor environment. 

III. RELATED WORKS 

Due to limited battery resources, energy-efficient coordination 
sampling policy is important in body sensor networks to reduce the 
communication and processing cost, and thus extend system lifetime. 
Efficient solutions for obtaining a global policy have been studied, 
and several techniques are proposed in recent studies, such as JESP 
(locally optimal) [6], SPIDER (globally optimal) [7], and various 
approximate solutions [8, 9, 10]. However, these do cannot solve the 
fundamental scalability problem. 

Many reinforcement learning algorithms are also proposed for 
learning policy for sensor coordination. Boutilier [11] suggests the 
learning of coordination among decompositions at the level of 
individual states. Soft-state aggregation methods [12,13,14] partition 
the state space into M regions,  and assume that each 
state  belongs to region  with probability . Littman [15] 
describes and analyses a Q-learning like algorithm for zero-sum 
Markov games. Schneider et al. [16] investigate a case of distributed 
reinforcement learning, where agents have a global state observation, 
but only receive a local reward. In [17], Anderson et al. consider the 
effect of cost on active learning for Hidden Markov Models. 
However, all these learning approaches intent to learn a global policy 
and still have scalability problem. In our paper, we suggest a novel 
reinforcement learning method, RLAA, to learn local policies for each 
sensor so that the computation complexity can be reduced while 
maintaining the good performance of the policy. 

IV. PROBLEM STATEMENT  

Wireless communication is an energy intensive process and is 
often the limiting factor determining the lifetime of the system [1]. In 
earlier work [3,4], we have proposed discrete Markov Decision 
Processes (MDP) as a framework for coordinating the sensing actions 
of different sensors at Level 1. In this approach, it is assumed that 
multiple correlated sensors observe the same phenomenon and make 
independent measurements. Increasing the sampling rate of the 
sensors measures the phenomenon with high accuracy. However, in 
order to extend system lifetime, this increased sampling need to be 
performed only during critical periods. At other times, the sensors 
can coordinate their sampling rates in order to extend the overall 
system lifetime. In our earlier work, all real-world features of the 
BSN were discretized and the optimal sampling rates for each sensor 
were generated for every possible state of the sensor system. The 
chief drawback of this approach was that it did not scale – the size of 
the sampling policy increases exponentially with the number of 
sensors and proportionally with the degree of discretization. In this 
paper, we describe how reinforcement learning can be used to derive 
an approximation to this optimal policy that is small enough to be 
represented within the limited memory capacity of an embedded 
sensor node. 

Let  denote the number of sensors that are to coordinate with 
each other. The local state  of node  is represented by the state 
vector .  indicates the number of control 
steps completed since the initial time.  corresponds to the 
guaranteed lifetime desired from the joint system.  is 
a measure of the criticality of the sensor readings. This is application 
dependent. For instance, this could correspond to the detected blood 
alcohol level of a subject in a continuous alcohol monitoring  system. 

 is the amount of energy consumed. Note that H and 
E are sensor dependent and could be different for different sensor. 
We assume that all on-body sensors are equally correlated with the 
health event being measured. Under this assumption, the event 
criticality can be estimated at each sensor node based on its local 
sensor measurements. It is available to each sensor node i.e., 

. Representing the state using components each 
representing an independent entity is called a feature space 
representation. 

The global state is the joint local states of all the sensors, 
. Let  denote the finite set of all possible global states. 

The joint action space  is the action concurrently executed by all 
sensors,  where  is the action space of 
sensor node  and denotes the set of all possible sensor sampling 
rates.  

 is the global 
reward function and it depends only on the sensor sampling rates and 
the event criticality. Intuitively, the sampling rate should be higher 
during critical events. There is a penalty, , if the system (i.e., 

all sensor nodes) runs out of power before the desired lifetime. The 
reward function is defined as  

 

The reward is proportional to the sum of the sampling rates. The 
above formulation holds true when the sensors have the same error 
variance and zero co-variance. This term can be modified to reflect 
unequal error variances and co-variances (for instance, using a 
Kalman filter formulation).  

A policy  is defined as a function that determines an action 
(sampling rate) for every state . The quality of a policy is the 
utility, which is the expected sum of future rewards.  

The problem is to determine local policy  of the individual 
sensors such that the health condition is monitored with high 
accuracy but the system remains in operation until the desired 
lifetime. If the sampling rates are too high, then the sensors may run 



out of power before the desired lifetime. On the other hand, if they 
are too low then the sampling will miss some important phenomenon.  

We are using the proposed algorithm, Reinforcement Learning 
Average Approximation (RLAA), to learn local coordination policies 

 for each sensor node from globally joint rewards, . 

V. REINFORCEMENT LEARNING AVERAGE 

APPROXIAMTION (RLAA) ALGORITHM 

A. Basic Idea 

As described in the problem statement, the size of the global state 
space increases exponentially with the number of sensors and 
proportionally with the degree of discretization. Thus calculating the 
global optimal policy has exponential complexity, which will take a 
long time and put a heavy burden on memory requirement, too. 
However, if we can change the global optimal policy to a local 
policy, the problem will be changed to a linear complexity problem. 
Each local state, ,  corresponds to  global states in the global 
optimal policy, denoted the set by  . The main idea is to calculate 
the average action for each local state from the global optimal policy, 
as shown in algorithm 1, which is then downloaded to each sensor to 
be executed. If we know the distribution of global states (the 
possibility of each global state), D, the equation will be, 

 

Note that the large global policy is never explicitly calculated – it 
is approximated by a set of local policies obtained in the learning 
step. To see the feasibility, we compare the performances for such 
obtained local policy with the global optimal policy, as shown in 
Figure 2, 3 and 4. We use three metrics of system performance. The 
first is the system energy outage percentage which is defined as the 
proportion of policy executions that ended with all sensors running 
out of power before the desired lifetime (  in the MDP model). The 
second metric is average utility, which is average utility (expected 
sum of future rewards) that the system can obtain when it executes 
the given policy. The third metric is the system lifetime which is 
defined as the expected number of control steps that the system is in 
operation (at least one of the sensors has power). 

Algorithm 1: Converting optimal policy to local policy 

 Inputs: policy_global, T, H, E 
 Output: policy_local 
 repeat for each sensor 
      Initialize  sum = 0. 
      for  t   1:T 
          for  h  1:H 
              sum = 0;                   
              for  each component  in vector   1:E                   
                  Calculate the global state, s’ 
                    = policy_global(s’); 
                   [ ]  actionConvert( ); 
                   sum = sum + ;                   
                  Calculate the local state,   
                  policy_local( )  sum/ ; 
               end for 
          end for 
    end for 
Return policy_local 

 
The results show that the local policy is a very good approximation 

to the global optimal policy while the complexity is reduced greatly. 
The performance of the local policy is much better than random 
policy and even better than the global optimal policy when there is no 
communication during the process of execution.  

B. Reinforcement Learning Average Approximation (RLAA) 
Algorithm 

We employ the similar idea above in our RLAA reinforcement 
learning algorithm. During the learning, each sensor will learn a 
utility function on states by taking average of the historical utility 

from different epochs (Reinforcement Learning Average 
Approximation, RLAA), and then use it to select actions that 
maximize the expected outcome utility. In reinforcement learning, 
the sensor receives a number in every state indicating its desirability. 
Such a feedback is called reinforcement. In RLAA algorithm, the 
reinforcement is outcome utility value, which is the expected sum of 
future rewards, . Future rewards are discounted by factor , 
i.e., a reward obtained  steps in the future is worth , 
compared to receiving it in the current state.  is called the discount 
factor. The utility of a state  under policy , denoted by , is 
the expected sum of rewards obtained by following the policy  from 
. 

 

The utility function determines the action to be executed in state  
under : 

 

A policy is optimal if the value of every state under that policy is 
maximal. The learning target is to learn a value function representing 
the learnt reward value at state  when taking action , , so 
that it is as close to utility function as possible. When  is equal 
to , then the learnt policy is optimal.  

During learning, the learning agent will try to explore all the  
pairs to learn the true utilities by repeating different episodes. Our 
RLAA algorithm employs the following exploration function, 

 

 
Figure 2. Comparison of system outage percentage for the global optimal 
policy, local policy and random policy. “OP-comm” denotes global optimal 
policy with free-cost communication during execution. “OP-comm” denotes 
the global optimal policy executed without communication between sensors. 

 
Figure 3. Comparison of utility for the global optimal policy, local policy, and 
random policy 



 
Figure 4. Comparison of system lifetime for the global optimal policy, local 
policy, and random policy 

where  is an optimistic estimate of the best possible reward 
obtainable in any state and  is a fixed parameter. This will have the 
effect of making the learning agent try each   pair at least  
times. In each episode, the learning agent will go through one path 
(epoch) within the state space. For each episode, RLAA algorithm 
first calculates the current value (sum of reward in this episode) by 
recursive equation (2) and then takes the average of value function, 

, and updates the value function as follows, 

 

where  records the visiting number in state  when taking 
action . 

The RLAA algorithm is shown in Algorithm 2. 

Algorithm 2: RLAA Algorithm 
Inputs: The global reward function defined in section II   

Learning parameters: , episode number ( )  
Output: the learned local policies for each sensor,  
 
//Initializations 
V,  and policy initialized as 0s 
for k  1 : n 

Randomly choose starting states for each sensor and its   
estimation,  

 
Read health condition from sensors,  
for  t   : T 
    Choose the action for current state  by exploration function,  

 
 

    Choose next_state   
Calculate the global reward value for current state,  

                
 

Update the value function, 

 

 
end 

end 
 Return  

 
VI. EXPERIMENTAL RESULTS 

The reinforcement learning experiments are carried out on a 
simulation of the BSN described earlier. We model the energy 
consumption of the sensor nodes as a stochastic process whose only 
parameter is the energy consumption rate of the corresponding 
sensor. Let  denote the transition probability function defining how 
the global state changes when a joint action is executed, 

. The probability of moving from state  to state  after  

taking action is denoted by  

 

where  and . The 

increase in control-step, change in event criticality, and fall in energy 
reserves are independent and hence we can define 

 

We define the component transition functions below.  

 

 

The rate at which energy is consumed by a sensor is dependent on 
the sampling rate (action) and modeled with probability . The 
energy consumption rate increases with the sampling rate. 

 

and  are probabilities that model the change in event 
criticality (the two values are dependent since the sum of all 
transition probabilities out of a state must sum to 1). These stochastic 
parameters are derived from the BSN as shown below. 

A. Parmaters from the ISF metabolite Sensor 

For purposes of simulating the sampling policy, we will consider 
the energy requirements of the metabolite sensor. This sensor collects  
interstitial fluid (ISF) collected the epidermis of the skin of the 
forearm [1]. The fluid is extracted using a miniature 
electromechanical vacuum pump (CTS Diaphragm Pump, E107-12-
090). Multiple ISF sensors are used simultaneously to compensate for 
the inherent variation in measurement sensitivity between sensors.   

Each sensor is interfaced with a 16-bit low-power microcontroller 
(Texas Instruments MSP430 with 8 MHz CPU clock, 48KB flash 
memory and 10KB RAM) and a custom frequency agile and range 
agile radio circuit design capable of operating at the 900 MHz and 
2.4 GHz radio frequency (RF) bands. The RLAA learning based 
coordinated sensing algorithms are to be implemented on the 
microcontroller. The sensor, transceiver system and interface boards 
are packaged into a unit that can be attached to the subject with 
minimal hindrance to daily activities. Figure 5 shows photographs of 
the ISF alcohol sensor and the internal circuitry of the 
microcontroller interface. 

 
Figure 5. (a) Internal circuit of ISF sensor containing microcontroller and 
radio transceivers and (b) ISF alcohol sensor (the tube to the vacuum pump is 
not connected) 

The energy capacity of the battery used for the sensors and the 
energy consumption rate of the system components are shown in 
Table 1. The vacuum pump operates independently of the sensor (for 
periods of 5 seconds when the pressure falls below a predefined 
threshold) but shares the battery with the sensor.  



In this application, the event criticality is proportional to the 
estimated metabolite concentration, i.e., it is important to estimate the 
concentration with higher accuracy as the concentration rises above 
the non-zero level. However, in our simulation experiments, we pre-
define the criticality level over time as the data from the sensors is 
not simulated. 

Table 1:Battery capacity and energy consumption rates of the sensors  

Component Energy capacity or consumption rate 

Battery Capacity (CR2354) 560mAh@3V = 6048J 

Sleep mode of sensor node 10mA@3V  = 0.03 W 

Short range radio 35mA@3V = 0.105 W 

ISF Pump 230mA@9V x 5s = 10.35 J 

Each action level is defined by a period of time of operating the 
sensor followed by the sensor entering a sleep mode, i.e., the duty 
cycle of the sensor varies for different action levels. The expected 
energy consumption rate can then be computed for each action level 
from the values in Table 1.  

The expected energy consumption rates are then modeled as 
probabilities ( ) for use in the RLAA model. Let  denote 
the rate of energy expenditure per unit time when performing action 

, and let  denote the unit of energy used for discretization. We 
model  (probability that the energy level does not change on 
performing action ) as percentage of the number of control steps 
where the discrete energy level did not change while taking constant 
action  to the total number of control steps, :  

 

Taking action  as example, where the energy consumed in 
each time step for action 1 is, 

 
Figure 6 shows the energy evolving process for  in both 

continuous energy space and discretized energy space. Each dot (red 
or blue) represents the time when action 1 is taking. Each stair-step is 
one discretized energy level. When taking action 1 beginning with 
full-charged battery, the total time steps with both same energy level 
and the changed energy level are 89, and the total time steps with 
energy level changing is 19 (Figure 6). So  

 

 is a function of action  and decreases with the sampling rate 
(action), which means higher sampling rats will increase the chance 
to increase the energy level for each time step. The reason is that 
when action increases, the interval between two consecutive time 
steps increases. 

 
Figure 6. Evolution of the energy levels in continuous and discrete domains 

We also set the probability that the data criticality level remains 
 the same to . 

The number of states in RLAA model is proportional to how finely  

time, criticality, and energy reserves are discretized and the state 
space exponentially increases with the number of sensors: 

 where is the number of control steps,  is the number of 
criticality levels,  is the number of energy levels, and  is the 
number of sensors. The size of the state space limits the size of the 
problems that can be solved using the global policy approach. For 
instance, in the two sensor case we model  control steps 
which in our alcohol sensing application corresponds to controlling 
the sensors every 30 minutes for a system lifetime of 24 hours. Table 
2 lists the parameters that are used in the simulation experiments. 

Table 2. Experimental parameters for RLAA algorithm 

PARAMETERS VALUE 
T 48 

H 10 

E 20 

A 
SIZE OF STATE SPACE 

4 
192,000 

R-POWEROUT -10000 

B. Convergence of RLAA Algorithm 

Convergence is an important property of the learning process. 
Figure 7 shows that the RLAA learning algorithm converges 
after approximately 50000 episodes. 

 
Figure 7. Convergence of the RLAA learning process  

 
Figure 8. Comparison of power outage percentage of learned local policy with 
that of global optimal policy and random policy   

C. Comparison with Global Optimal Policy and Random Policy 

We now compare the performance of the learned local policies  
with global optimal policy and random policy. The labels are as 
follows, 
a. “OP-comm”: Optimal Policy with full cost-free communication 

during execution process.  
b. “OP-noComm”: Optimal Policy without communication during 

execution process.  



c.  “Rand”: Random Policy 
The random policy (“Rand”) is to sample at a random rate at every 

time step. The results, in Figures 8, 9 and 10, show that the learned 
local policies perform better than the random policy. These policies 
also perform better than the global optimal policy execution without 
communication. Figure 9 shows that the average utility of the RLAA 
local policy is almost the same as that of the global optimal policy 
with full free communication during execution. 

 
Figure 9. Comparison of average utility of learned local policy with that of 
global optimal policy and random policy   

 
Figure 10. Comparison of average lifetime of learned local policy with that of 
global optimal policy and random policy   

 
Figure 11. Comparison of the average utility for RLAA policy and random 

policy (state space size: 2x1015
) 

D. Scalability to larger sensor networks 

We check the scalability of RLAA algorithm in terms of the size of 
the state space. In Table 2, sensors react every 30 minutes. We 
increase this to every 10 seconds (time steps increase to 8640), 
discretize energy into 120 levels, and consider a 5-node BSN. The 
size of the state space increases to 2x1015. As the state space is too 

large for the optimal global policy to be calculated by value iteration 
(using a desktop with Intel Core™ 2 Duo CPU running at 2.33GHz), 
we only compare the performance of RLAA with random policy. The 
experimental results show that the system power outage percentage 
of RLAA is almost 0, and is significantly better than that of the 
random policy. The average utilities are also better for the RLAA 
algorithm, shown in Figure 11. Another experimental results show 
that RLAA can be scalable to 50-node  sensor networks in terms of 
number of sensors. 

VII. CONCLUSION 

We propose a novel Reinforcement Learning Average 
Approximate (RLAA) algorithm to learn a coordination policy for 
body sensor networks. This approach solves the scalability problem 
of using an MDP to compute a coordination policy. The RLAA 
algorithm learns the local policies through the global reward. The 
learning step is fast and the method is scalable to larger BSNs while 
still maintaining better performance compared to a random 
coordination policy and close performance to global optimal policy. 
The execution of the RLAA policies is completed in a single-step 
policy table lookup and incurs less energy cost as  no communication 
between sensors is required. 
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